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1. INTRODUCTION 

The spread of misinformation over social media is one of the leading threats to public health, the global 

economy, and deliberative democracy [Lazer et al., 2018]. The most popularly proposed solutions involve 

flagging misleading material and directing users to fact-checking websites that classify content as ‘true’ 

or ‘false’ [Shen et al., 2018; Cook et al., 2017; Marwick 2018]. However, neither flagging methods nor a 

broad range of methods for teaching media literacy to individuals have been found to improve people’s 

ability to identify misinformation [Shen et al. 2018; Lewandowsky et al., 2012; Pennycook & Rand, 

2018]. We approach this problem through a collective intelligence lens, which suggests that previous 

failures to curb misinformation stem from an emphasis on binary true/false classifications and their 

effect on communication. In this pre-registered experiment, we show that if people collaboratively 

evaluate misinformation as simply ‘true’ or ‘false’, as is common in popular political rhetoric [Marwick 

2018; Ferguson 2018], then communication amplifies existing biases. However, based on novel 

simulations and experimental results, we find that when people socially evaluate information by 

sharing nuanced judgments – i.e. by estimating the probability (from 0 – 100%) that information is false 

– then communication promotes social learning [Guilbeault et al., 2018; Becker et al., 2017] that 

improves the ability for subjects to classify media content, regardless of initial biases. We find 

improvements to misinformation classification across a variety of topics including vaccines, 

immigration, and politics.  

2. EXPERIMENTAL DESIGN 

We recruited 900 subjects from Amazon Mechanical Turk. Upon arriving to the experiment, subjects 

were randomized into one of two conditions: (1) the “discrete condition”, where subjects evaluated media 

content while being exposed to each other’s responses to the question “Is the claim of this message false? 

Yes or no?”; and (2) the “continuous condition”, where subjects evaluated media content while being 

exposed to each other’s responses to the question “What are the chances that the claim of this message 

is false, from 0–100?”. Regardless of condition, subjects played in fully-connected networks of 20 people.  

In the discrete condition, a network was said to produce the correct classification if the majority of 

subjects in the network gave the correct binary response. In the continuous condition, a network was 

said to produce the correct classification if the average response of the network was above 50% when 

evaluating a false message, and below 50% for a true message. Power tests predicted we needed 15 

trials in the discrete condition and 30 trials in the continuous condition to observe network-level 

improvements. In total, 45 trials of 20 independent people were run.  

In all conditions, subjects were shown examples of misinformation selected from the fact-checking 

organization snopes.com following prior research [Pennycook & Rand, 2018]. This approach allowed us 

to know the true answer for whether each stimuli was true or false. The stimuli covered a range of 

topics, including vaccines, politics, and immigration. The stimuli also consisted of different types of 

messages, from posts over Facebook and Twitter to fake news stories, as a way of testing robustness to 

social media modality. In each trial, subjects were asked to classify four articles– two true, and two 

false. The order of stimuli was randomized by trial. In every condition, subjects were given 3 rounds to 

provide estimates. In Round one, subjects gave a response on their own, without social information. In 
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Rounds two and three, subjects in the discrete condition were shown the percentage of their network 

that gave each binary response; and in the continuous condition, subjects were shown the average 

numeric response of their network during revision.  

All articles were pretested to determine which were likely to be accurately or inaccurately classified 

by the network as a measure of baseline bias. Using this information, each trial was structured so that 

the networks classified one true and one false article where most subjects were initially accurate, and 

one true and one false article where most subjects were initially inaccurate.   

 

 

 
 

Fig. 1. Panel A displays the probability of a network’s classification improving by Round Three, averaged across all trials in each 

condition. Panel B displays the average change in the percent of correct individuals from Round One to Three, for each trial 

averaged across all trials in each condition. Error bars show 95% confidence intervals.  

3. RESULTS 

Panel A of figure 1 shows that there was no significant difference in the proportion of networks that 

improved between the discrete and continuous condition when the network was initially accurate. 

However, more nuanced continuous communication allowed many more networks to improve when they 

were initially inaccurate (N=45, P<0.01, prop. test). Panel B shows that when the network was initially 

inaccurate, individuals in the discrete condition got significantly less accurate, while individuals in the 

continuous condition improved (N=45, P<0.01, prop. test). Similarly, when networks were initially 

accurate, people using continuous communication improved on average (P<0.01, Wilcox test), whereas 

discrete communication caused many subjects to revise in the wrong direction, such that they failed to 

improve on average in this condition.   

4. CONCLUSION 

This study shows how the widespread approach to addressing misinformation online (i.e. using binary 

classifications from fact-checking organizations) can undermine collective intelligence and increase 

susceptibility to false information. It further shows that allowing people to exchange continuous 
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estimates of the veracity of online content can highly improve classification, regardless of initial bias in 

the social network. To put it simply, nuance matters. 

 

REFERENCES 
Lazer, D. M. J. et al. The science of fake news. Science 359, 1094–1096 (2018). 

Shen, C. et al. Fake images: The effects of source, intermediary, and digital media literacy on contextual assessment of image 

credibility online. New Media & Society 1461444818799526 (2018).  

Cook, J., Lewandowsky, S. & Ecker, U. K. H. Neutralizing misinformation through inoculation. PLOS ONE 12, e0175799 

(2017). 

Marwick, A. Why do people share fake news? A sociotechnical model of media effects. Georget. Law Technol. Rev. 474, (2018). 

Lewandowsky, S. et al. Misinformation and its correction: Continued influence and successful debiasing. Psy. Sci. Pub. Int. 13, 

106–131 (2012). 

Pennycook, G. & Rand, D. G. Lazy, not biased: Susceptibility to partisan fake news is better explained by lack of reasoning than 

by motivated reasoning. Cognition (2018).  

Ferguson, N. The false prophecy of hyperconnection. Foreign Affairs (2017). 

Guilbeault, D., Becker, J. & Centola, D. Social learning and partisan bias in the interpretation of climate trends. PNAS 115, 

9714–9719 (2018). 

Becker, J., Guilbeault, D., & Centola, D. The Network Dynamics of Social Influence in the Wisdom of Crowds. PNAS 114 (2017).  
 

 
 

 

  


