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The rise of intelligent automation and Artificial Intelligence (AI) is disrupting the nature
of work in the modern workplace. The repetitive, codifiable parts of jobs are being handed
over to algorithms and robots that can carry them out more efficiently than humans. From
finding anomalies in manufacturing processes to assisting artists in their creative endeavors,
robots are enabling human productivity in all kinds of tasks today. Such intelligent automa-
tion has become possible only in the last decade through advances in artificial intelligence,
the availability of abundant data, and cheap computational resources. The nature of work
is slowly but surely shifting from carrying out repetitive tasks to creating and supervising
algorithms and robots which can carry out the very same tasks. These tectonic shifts in the
modern workplace are rivaled only by similar changes that occurred during the industrial
revolution and with the introduction of computers in the workplace. A worrisome narrative
for public policy makers has been the role of AI in displacing jobs (West, 2018a,b). This
has led to challenging questions on how our policy making should confront the new realities
of the workplace. Effectiveness of STEM education in middle and high school, public and
private job upskilling programs, universal basic income and so on are all consequences of
this anxiety due to the impact of AI.

Despite this worry, a more realistic scenario is that AI is unlikely to cause large scale
job displacement in the near term. However, it is also very likely that the adoption of
AI-based tools will accelerate sharply and we will soon need to confront the question of how
humans and machines can work together in various contexts. Due to the changing nature
of work and increase of automation in the modern workplace, it is necessary to study
how humans and machines can work together to improve upon their marginal productivity
when either one is used in isolation. Brynjolfsson and McAfee (2014) argue that humans are
naturally better than machines at ideation, “large-frame” pattern recognition, and complex
communication in the workplace. Conversely, machines are better than humans at carrying
out repetitive tasks without fatigue or loss in quality over time. Thus, both have their
competitive advantages. As a result, work processes that carefully utilize each of them can
lead to increased workplace productivity. How the interaction of AI and humans affect
outcomes (productivity, quality, trust in AI, and so on) is a question of great interest to
both academics and practitioners.
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However, the Turing test, which is a mainstay in the field of Artificial Intelligence as
the standard for intelligent agents, is based on the notion of zero-sum competition between
man and machine. According to the test, an algorithmic agent is considered intelligent when
it can convince humans interacting with it that they are interacting with another human
being instead of a bot. The test has largely shaped the effort of the artificial intelligence
community. AI researchers have long considered their primary goal to build agents that will
replace humans and automate human work. However, this perspective disregards the fact
that humans and machines have their own skill sets and competitive advantages. A more
successful strategy can be to design work as a human-machine collaborative exercise which
utilizes the human strengths of complex pattern matching, open-ended reasoning, ideation,
and communication as well as the indefatigable nature of intelligent automation. This was
pointed out by J.C.R. Licklider as far back as 1960 (Licklider, 1960):

“Men will set the goals, formulate the hypotheses, determine the criteria, and
perform the evaluations. Computing machines will do the routinizable work
that must be done to prepare the way for insights and decisions in technical and
scientific thinking.”

In this paper, we study the design approach (Winograd, 2006) of intelligent augmen-
tation (IA) using a randomized field trial in the context of a data annotation task. Our
goal is to understand how the introduction of AI-based tools affects human productivity
and quality of work. We also measure users’ attitude regarding the AI system as part of
our study. We use the natural language processing task of named entity annotation (Man-
ning and Schütze, 1999) as a medium to study if algorithmic assistance can improve the
quality, throughput, and satisfaction of workers performing data annotation tasks. Such
tasks satisfy many criteria that make them “suitable for machine learning” (Brynjolfsson
and Mitchell, 2017) and thus are a good fit for automation.

Our randomized experiment was conducted in collaboration with Acme Inc., an Indian
corporation providing data annotation services. We enlisted 30 participants of which we
randomly assigned 15 participant workers each to control and treatment groups. We served
the same set of 2, 975 named entity annotation tasks to both the groups. These tasks
were pre-annotated with named entities and the quality of annotations was verified by
experienced expert annotators; these annotations served as the ground truth for assessing
the quality of work performed by the control and treatment groups. The 2, 975 tasks for
each group were queued in control and treatment task queues. Workers in each group were
served tasks from the task queue for their group on a first-come-first-serve basis i.e. a
worker was served a new task at the head of her group’s task queue as soon as she was done
with her current task. The only difference between the control and treatment groups was
that the treatment group was shown named entity suggestions (both the phrase and the
corresponding named entity type) delivered by a machine learning ensemble model. Control
group was not shown any such suggestions, and had access to only the English text they
had to annotate for each task.

Our experimental results show that a human-machine combination performs better than
either the human or machine alone, indicating that a combination of human and machine
capabilities can leverage the relative advantages of either. For tasks where the machine per-
forms quite well, humans are not able to add much. However, when machine’s performance
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falters below a threshold, humans are able to step in and improve the overall performance.
Additionally, the workers in the treatment group perform the tasks at a faster rate due to
the help provided by the machine learning model. They also perform fewer Google searches
for researching the named entities during their annotation tasks compared to the control
group. Our findings suggest that a well-designed human-AI collaboration system can im-
prove the quality of work as well as the throughput of workers carrying out data-intensive
tasks such as natural language annotation.
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