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Effective problem solving requires both exploration and exploitation. We analyze data from a group
problem-solving task to gain insight into how people use information from past experiences and from
others to make explore-exploit trade-offs in complex environments. We provide evidence that partici-
pant behavior is consistent with the use of simple, reinforcement-based heuristics; we specify the na-
ture of the reinforcements that lead to exploration vs. exploitation; and we highlight that the emergent
outcomes that result from the application of these heuristics reflect the underlying environment.

1. METHODS

1.1 Experimental paradigm

We analyzed data from the group search task designed and implemented by Mason et al. [2008]. Each
participant guessed numbers between 0 and 100 and a computer revealed to them how many points
were obtained from the guess by consulting a hidden fitness function1 that translates a guess into a
number of points, with normally distributed noise added. On each trial, a group of participants was
assigned to one of several conditions. Trials consisted of 15 rounds, over which each member of the
group tried to maximize their total number of earned points. On each round, participants got feedback
not only on how well their own guess fared, but also had access to information about the actions and
outcomes of their neighbors.

Two aspects of the environment were experimentally manipulated: the social network (the network
topology that determines who count as neighbors for guess sharing) and the complexity of the task
(the shape of the fitness function that converted guesses to earned points). The tested social network
structures included a random, regular lattice, small world, and fully connected network. Environmen-
tal complexity is operationalized as the number and breadth of the fitness function’s maxima. The
unimodal function has a single best solution that can be eventually found with a hill-climbing method.
The trimodal function increases the difficulty of the search by introducing local maxima, rendering
a simple hill-climbing strategy insufficient for finding the best possible solution. Finally, the needle
function has one very broad local maximum, and one hard-to-find, narrow global maximum.

1.2 Measuring exploration

To measure the degree to which a sequence of guesses exploits a location of the search space (or,
conversely, explores the space), we developed a similarity metric (hereafter referred to as similarity)
that captures the closeness of two guesses along a generalization gradient2 adapted to the specific

1We will use the terms “fitness function” and “fitness landscape” interchangeably.
2A generalization gradient is a function that transforms distance in some space to distance in another—usually more psycholog-
ically interesting—space.
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problem space:

similarity(gi, gj) = e−(
gi−gj

c )2

Wu et al. [2018] show that a model that incorporates a generalization gradient of this form can
account for behavioral patterns in a spatial search task.

2. WIN-STAY, LOSE-SHIFT: A BOUNDEDLY RATIONAL SOLUTION TO THE EXPLORE-EXPLOIT TRADE-
OFF

Win-stay, lose-shift (WSLS) is a heuristic applicable to search tasks by adaptive biological and arti-
ficial systems. The rule is simple: When you’re successful, stay close to where you currently are. When
you’re unsuccessful, move further away [Nowak and Sigmund 1993].

WSLS is usually applied to contexts with discrete binary outcomes that can be easily dichotomized
into “wins” and “losses”. However, the problem space facing the currently considered participants, like
many real-world problem spaces, is both smooth—similarity of actions predicts similarity of outcomes—
and continuous. Our results show that participant behavior is consistent with a generalization of
WSLS: The degree to which participants stray from promising locations varies with the amount of
reward they’ve experienced there.

Fig. 1a shows how the similarity of participants’ guesses changes as a function of the difference
between their most recently experienced payoffs. In general, immediate gains are followed by more
similar guesses (increased exploitation), and losses are followed by continued exploration.

3. ONE PLAYER’S TREASURE. . . : WINS AND LOSSES DEPEND ON CONTEXT

Exploitation is more adaptive in some environments than others. When connectivity is low and find-
ing the global maximum is especially difficult, high exploration is associated with higher downstream
payoffs. Do participants adapt their behavior to such environmental differences [Hogarth and Kare-
laia 2007]? While participants are not given access to the shape of the fitness functions, environmental
differences percolate into the information they do have access to (namely, their own and their neigh-
bors’ actions and payoffs), shaping their expectations—and importantly, shaping what outcomes they
treat as “wins” (and exploit) and what outcomes they treat as “losses” (and respond to by continuing
to explore). These local information flows lead to qualitatively different emergent outcomes that as a
whole reflect structural differences between the different environments.

Fig. 1b shows how experienced payoffs co-vary with the similarity between participants’ preced-
ing guesses (blue) and subsequent guesses (red). The blue vertical lines indicate payoff values where
the trend in participants’ future level of convergence dips below their past level of convergence—
participants begin to explore more. The red vertical lines indicate payoff values where the reverse
switch occurs—participants begin to exploit more.

In all conditions, there is some payoff value above which participants exploit more than explore.
Where this switch occurs varies by landscape. In particular, for the trimodal landscape, participants
wait for relatively high payoffs before they begin to settle down. In the needle landscape, the switch
occurs at relatively lower payoffs.

These differences may tell us something important about the role of acquired information in par-
ticipants’ willingness to stay or shift. Payoffs on the trimodal landscape remain relatively high even
when participants stray from the global maximum. When locations that lead to “wins” are distributed
widely across the landscape, this could encourage “shift” behavior, and explain why participants in the
trimodal conditions are reluctant to settle down.

By contrast, in the needle conditions, players tend to experience payoffs that are a smaller proportion
of the global maximum. Once they have found the local maximum, participants in these conditions may
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(a) Differences in similarity against differences in pay-
offs. x-axis: Difference in payoff experienced on round t
minus payoff on round t− 1. y-axis: Average difference
between the similarity of guesses at rounds t and t+1,
minus the similarity of guesses at rounds t− 1 and t.

(b) Similarity against payoffs. x-axis: Experienced
payoffs. y-axis: Similarity between the corresponding
guess and the guess that preceded it (blue) and the cor-
responding guess and the guess that followed it (red).
Vertical lines mark shifts between exploitation and ex-
ploration (see text).

Fig. 1: Changes in the similarity of guesses as a function of experienced payoffs. p(t) denotes the payoff experienced at time t

(normalized by the height of the global maximum in each condition), and similarity(g(t), g(t′)) denotes the similarity between
a guess made at time t and a guess made at time t′. Each dash corresponds to one observation. The lines show the estimated
Gaussian kernel regressions.

begin to decrease their level of exploration—without knowing that there is a better solution possible.
The emergent patterns resemble those in the unimodal conditions because most participants do not
have any evidence to suggest that they are not on a similarly well-behaved landscape; few realize that
their solutions are much lower than the best possible payoff.

4. CONCLUSION

While participants tend to “stay” in areas where they have experienced both high and improving pay-
offs, they also use information from themselves and others to adapt their willingness to “stay” and
“shift” to their environment. Participants dynamically integrate locally-broadcasted peer outcomes
into their understanding of the range and frequency of the problem space [Parducci 1965]. The combi-
nation of rule-based responses to categorical reinforcement and updating of fluid category boundaries
leads to emergent explore-exploit patterns that reflect structural environmental differences.
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